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Part I: Executive Summary
[bookmark: _Toc309629665][bookmark: _Toc310321168]
This study’s primary objective was to provide recommendations for improvements to the Tivoli Storage Manager (TSM) environment at US Steel, with a particular focus on disaster recovery.  In November 2011, US Steel had approximately 860 tapes offsite, and it is a tremendous challenge to recover more than 400 servers in 48 hours during a DR exercise.  This study provides immediate actions, near-term recommendations, and future considerations to improve TSM tape management and DR efficiency.  

Recommended immediate actions include the definition of separate nodes for database and mail backups, the separation of archive backups from incremental file backups, a change to the collocation settings, the creation of multiple copy pools, and the use of NDMP.  There is no additional cost for TSM licensing or for additional hardware resources to implement these recommendations. These actions can be implemented using both the current TSM server version and the latest available version.  

US Steel reported that the TSM server will be upgraded to the latest version at the beginning of 2012.  As such, additional recommendations are provided that use new TSM functionality.  These include the creation of active data pools, the use of the latest VMware vStorage API, and the possible use of backup sets on critical servers.

Future considerations are also provided based on Forsythe’s experiences and best practices.  These include remote TSM standby servers and node replication, which do have an impact on license cost and involve various infrastructure changes.

A matrix is included to compare TSM against other backup solutions.  Details of one possible solution, CommVault Simpana, are provided.

Finally, Forsythe notes that TSM is performing well for daily backup operations with approximately 70TB of active data and 250TB of total saved data.




[bookmark: _Toc309629667][bookmark: _Toc310321170]

[bookmark: _Toc311458645]Part II: Recommendations

US Steel is using IBM p6 550 as TSM server, running TSM server Extended Edition for AIX V5.5.2.1. When the information was collected, TSM was backing up 431 clients with approximately 70TB active data and 250TB data including backups and archives. US Steel is using “Incremental Forever” backup strategy for regular files backups and daily archive for database and mail backups.

Data from US Steel’s TSM environment was collected at beginning of November 2011. Recommendations are based on the following data:

· TSM server configuration 
· The activity log of TSM servers

[bookmark: _Toc311458646]List of Recommendations


	Priority[footnoteRef:1] [1:  Priority 1 represents the most important, while Priority 5 signifies least important.] 

	Summary
	License/
Resource Cost
	Current Situation
	Suggested Action

	Immediate actions

	1
	Create separate node for all databases and mail server backups for better utilization of tapes
	None
	· Same TSM node is used for file and DB or mail backups
	· Create separate node configuration for DB or mail backup only

	1
	Separate archive copies from regular incremental backups
	None; reduced TSM server workload
	· Archives are saved in same storage pools as incremental backups
· There are long term archives and 15 days DB or mail archives
	· Archives should be saved to separate storage pools to give better utilization of tapes
· Separating archives will save reclamation or collocation resource

	2
	Change collocation from node to group
	None; will save tapes
	· 4 tape pools enable collocation by node
· Tape utilization is inefficient
	· Change option to collocation by group
· Design collocation group

	2
	Setup multiple offsite copy pools
	None
	· Three offsite pools are defined, but still not in good shape
· Regular files and big DB or mail backup are mixed in offsite pools
	· Separate offsite pools by applications
· Collocate all copy pools by group

	3
	NDMP backup for NetApp filer
	None
	· NDMP is only used for root volume backup
· Backup/restore of file server experiences significant challenges
	
· NDMP is suggested to be used for NetApp backup

	Near-Term Recommendations (after TSM server is upgraded)

	2
	Create active-data pools and setup DRM with them
	More tapes, higher TSM server workload
	· There are significant tape mounts during DR
	· Creating active data pool will reduce restore time

	2
	Implement TSM latest client to use VMware vStorage API to run full backups of virtual servers
	None
	· Virtual servers are being backed up as regular Windows client
· There are more than 100 virtual servers on VMware server
	· TSM can provide full virtual server backup with newer TSM client
· During disaster recovery restore of full backup can be much faster

	4
	Evaluate the critical servers to set up backup set and DR procedure
	More tapes, more workload of TSM server
	· Daily incremental backup for all servers
	· Backup set is the copy of active backup on sequential media.
· Backup set can be restored without TSM server which can accelerate critical server DR process.

	Future Considerations

	4
	Assess the backup policy and  storage infrastructure
	Vary by different options
	· DB and mail are using TSM archive
· All archives are duplicated with onsite and offsite
· Daily incremental backup is used
	· Archive vs. Data Protection for DB
· Files Archive with Duplicate offsite copy
· Image backup
· LAN-Free backup/restore

	4
	Setup remote standby TSM server and enable node replication
	Additional hardware and remote network
	· Regular TSM DR procedure is used
	· TSM latest release provide better DR solution such as DB2 HADR and node replication
· Forsythe provides LiveWire service
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[bookmark: _Toc311458647]Recommended TSM Storage Infrastructure

Elements of a recommended TSM storage infrastructure include:

· Create different nodes to backup regular files and database or mail
· Separate backups and archives from TSM storage 
· Use multiple offsite pools to provide better tape management
· Create active data pool to improve disaster recovery performance
· Consider backup set to improve critical nodes disaster recovery

The following picture outlines these concepts:





[bookmark: OLE_LINK4][bookmark: OLE_LINK5]Figure 1.  Example of an infrastructure with segregated policy domains, and disk/tape/copy pools.
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[bookmark: _Toc311458648]Recommended TSM DR Procedures

The following chart demonstrates the disaster recovery procedures if the above recommendations are implemented. 




Figure 2.  Recommended disaster recovery procedures.
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[bookmark: _Toc311458649]Part III: USS TSM SERVER CONFIGURATION

[bookmark: _Toc309629675][bookmark: _Toc310321177][bookmark: _Toc311458650]TSM Server Hardware and Software
[bookmark: _Toc310321178]
[bookmark: _Toc311458651]TSM Server Version
· TSM Server for AIX is at version 5.5.2.1.
· USS TSM database is assigned 232 GB of space, and is currently at 69.4% utilization.
· TSM Server is scheduled to be upgraded to version 6 at the beginning of next year.
[bookmark: _Toc310321179]
[bookmark: _Toc311458652]Server Hardware 

	Device Information
	TSM  AIX Server

	Server Make and Model
	IBM p6 550

	Number of CPUs
	4 

	Memory Capacity
	10GB

	Network Adapters
	Etherchannel with 2 x 1Gb Ethernet ports

	FC Adapters
	2 x 4Gbps FC ports for SAN disks 
2 x 4Gbps FC ports for LTO4 tape drives 
2 x 4Gbps FC ports for VTL

	Other Adapters
	N/A



[bookmark: _Toc311458653]Client Platforms

	TSM Client Platform
	TSM  Server

	Windows Regular Client
	269

	AIX Client
	52

	DEC UNIX Client
	11

	HPUX Client
	28

	Linux Client
	41

	NetApp
	4

	Solaris Client
	14

	Other client
	2 
(1 TDP Oracle HP, 1 unknown)

	Total: 431 clients



[bookmark: _Toc311458654][bookmark: _Toc310321181]Current Environment

	[bookmark: _Toc310320833][bookmark: _Toc310321172]TSM Server Environment
	· TSM Server for AIX, version 5, Release 5, Level 2.1 
· Planning to upgrade to TSM Server for AIX, v6.2
· TSM Server Extend Edition license is registered
· 431 clients are registered in TSM server




[bookmark: _Toc309629669][bookmark: _Toc310321173][bookmark: _Toc311458655]Current Top-10 Client Usage

	TSM Client Name
	Total Backup/Archive (TB)
	Daily Archive(GB)
	Daily Increments(GB)

	[bookmark: _Hlk309054096]ROCKFISH
	23.81
	798.77
	0.29

	HUMMER
	10.71
	Not access TSM in 14 days
	

	PROD35
	10.33
	313.50
	0.008

	HDQMAIL2
	10.08
	383.32
	6.61

	HDQFSV05
	10.04
	71.57
	10.54

	HDQFSDEPTS
	9.94
	
	11.42

	HDQMAIL1
	9.63
	388.17
	6.16

	HDQMAILHUB2
	6.76
	20KB
	1,060

	USSARCH01
	6.49
	
	960.23

	MVWMAIL1
	6.35
	14.33
	236.09

	Other 421 TSM Clients
	140.08
	2,605.51
	405.28






[bookmark: _Toc311458656]TSM Storage Pool Configuration

· Disk pool: 
· One(1)
· DISKPOOL with 1,475GB

· Primary tape pools in Virtual Tape Library: 
· Three(3)
· VTPOOL with 1498 tapes
· VT2POOL with 417 tapes
·  VTMAILPOOL with 27 tapes

· Primary tape pools in LTO tape library: 
· Two(2)
· TAPEPOOL with 35 tapes
·  TAPE2POOL with 38 tapes

· Copy(Offsite) tape pools in LTO tape library: 
· Three(3), 
· TAPECOPY with 212 tapes
·  TAPE2COPY with 601 tapes
·  MAILCOPY with 45 tapes

[bookmark: _Toc309629676][bookmark: _Toc310321182][bookmark: _Toc311458657]TSM Tape Usage

[bookmark: _Toc310321183][bookmark: _Toc311458658]Data Flow

Daily Backup
· Daily incremental backups for flat files.

· For TSM clients in policy domains UNIX2 and WINDOWS2, the daily backups are directed to pool VT2POOL in the virtual tape library

· The backup data for the rest of the TSM clients is sent to the disk pool first; then all data in the disk pools is migrated to the virtual tape library pool VTPOOL after offsite copy processes are finished every day.


Daily Archives
· Currently daily archives are for mail and database backups, and some file servers are archiving some special files everyday too.

· The archives are following the same storage destination as daily backups except the mail archives will go to VTMAILPOOL in virtual tape library


Daily Offsite Pool Procedure
1. At 5:00 AM, the pools are copied to offsite copy pools in the following sequence:

· DISKPOOL
· VTPOOL
· VT2POOL
· TAPEPOOL
· TAPE2POOL 

2. At 5:00 AM, the offsite copy of mail data starts (in parallel with the pools above):  

· MAILPOOL

3. The correlation of primary tape pools to offsite copy pools is:

· DISKPOOL 		TAPECOPY
·  VTPOOL		TAPECOPY
· VT2POOL		TAPE2COPY
· TAPEPOOL		TAPECOPY
· TAPE2POOL		TAPE2COPY
·  MAILPOOL		MAILCOPY 



[bookmark: _Toc310321184][bookmark: _Toc311458659]Tape Pools

VTPOOL:
· Virtual tape library
· Collocation is disabled
· 1,498 tapes
· Average tape capacity: 57GB, average tape utilization 83%

VT2POOL:
· Virtual tape library
· Collocation is enabled by node
· 417 tapes
· Average tape capacity: 66GB, average tape utilization 76%

VTMAILPOOL:
· Virtual tape library
· Collocation is disabled
· 27 tapes
· Average tape capacity: 69GB, average tape utilization 80%

TAPEPOOL:
· IBM LTO4 tape library
· Collocation is enabled by Node.
· 35 tapes
· Average tape capacity: 956GB, average tape utilization 44%

TPAE2POOL:
· IBM LTO4 tape library
· Collocation is enabled by node
· 38 tapes
· Average tape capacity: 1,216GB, average tape utilization 45%

MAILPOOL:
· IBM LTO4 tape library
· Collocation is disabled
· 31 tapes
· Average tape capacity: 905GB, average tape utilization 81.7%

TAPECOPY:
· IBM LTO4 tape library, offsite
· Collocation is disabled
· 212 tapes
· Average tape capacity: 952GB, average tape utilization 46%

TAPE2COPY:
· IBM LTO4 tape library, offsite
· Collocation is enabled by Node.
· 601 tapes
· Average tape capacity: 801GB, average tape utilization 14%

MAILCOPY:
· IBM LTO4 tape library, offsite
· Collocation is disabled
· 45 tapes
· Average tape capacity: 809GB, average tape utilization 84%
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Step 1: Break out TSM Disaster Recovery Manager(DRM) recovery plan file

Step 2: Restore TSM server operating system and TSM software

Step 3: Restore TSM database 

Step 4: Recover the important clients directly from TSM offsite tapes

Step 5: Recover TSM storage pools

Step 6: Recover all TSM clients
[bookmark: _Toc309629677][bookmark: _Toc310320847][bookmark: _Toc309629678][bookmark: _Toc310321186]
[bookmark: _Toc311458661]TSM DR Sizing
[bookmark: _Toc310321187][bookmark: _Toc311458662]TSM workload Calculation

Existing TSM clients

· Total of 431 clients having around 250TB backup and archive (include offsite copy)
· Daily Incremental backup is around 7TB (2TB incremental backup, 5TB archives)
· Most of backups are scheduled to start between 6:00 PM and 4:00 AM
· Daily offsite procedure starts at 5:00 AM
· There is estimated 40% increase of data every year.

Existing Network
· Two (2) 1Gbps network ports are used on TSM backup server.
· All backups go through the TSM LAN no matter the backend storage.
· The backup network is sharing the production network.

Existing network throughput
· Assume only 40-80% of total theoretical throughput for a TCP/IP adapter is possible, due to CPU, network, or protocol bottlenecks
· Assume the speed of 1Gbps Ethernet is at maximum 80% efficient.
· The maximum throughput of a 12-hour backup window:	
·  100MB/sec x 2 x 80% x 3600 sec x 12hours = 6,912 GB = 6.75 TB
[bookmark: _Toc309629679][bookmark: _Toc310320850]
Note:  The calculations here are estimates and may be subject to change based on the actual environment properties.
[bookmark: _Toc310321188]
[bookmark: _Toc311458663]DR Performance Consideration
· Backing up or restoring servers with lots of small files cause LTO tape drives to perform slower than LAN because the tape drives will do more stop/start operations.
· During DR, the TSM server will be loaded heavily because of all restore requests. The I/O and network performance may be impacted with lower throughput.

[bookmark: _Toc310321189][bookmark: _Toc311458664]TSM Server DR sizing
· The total capacity of all TSM clients is around 73 TB.
· To recover all clients in a 48-hour window, based, on network throughput, a minimum of six (6) 1Gbps Ethernet ports are required.
· The maximum speed of a LTO4 tape drive is 120MB/s and the performance can drop while restoring small files.  To avoid the bottleneck from tapes, it is recommended to keep the current amount, sixteen (16), of tape drives.
· Because of heavy workload on the TSM database during DR, add additional CPU and memory resources.
[bookmark: _Toc310321190][bookmark: _Toc311458665]
Part IV: Backup Recommendations

[bookmark: _Toc309629680][bookmark: _Toc310321191][bookmark: _Toc311458666]Immediate Actions 


Action 1:  Create separate node for all databases and mail servers backup to get better utilization of tapes 

Current Environment

· All application servers (Oracle, Mail) are using one defined node on the TSM server.
· The backups of operating system files, which change rarely, and the backups of database and mail are using the same policy definitions. 
· Daily backups of database or mail are using archive option in TSM which is kept for 15 days.

Monitoring

· It is difficult to flexibly control the backup policies for files and applications.
· The current settings for collocation use more tapes for single node.

Recommendation

· A separate TSM client node is recommended for database and mail servers.   Every other TSM node definition (for file backups) is fine.
· This recommendation will not need any extra TSM client license.
· Separate policy domains are recommended for database or mail TSM clients too.


Action 2:  Separate archive copies with regular incremental backups

Current Environment

· Archive operations are used for Oracle and Mail daily backups and will be kept for 15 days
· Archive is also used for long term backups of some special files including Windows files servers and special UNIX servers
· All archives are put into the same destination pools with regular daily backups
· All archives are duplicated with offsite copies

Monitoring

· The application backups are big dump files and comprise a large percentage of all daily storage
· The file archives will be kept for years because of the business requirements
· Some files are in daily backups as well

Recommendation

· Create at least two archive tape pools with IBM LTO4 tape library; one is for application backup, another is for file archives
· Evaluate if it is necessary to keep long term archives onsite, if not deliver long term archive tapes offsite


Action 3:   Change collocation from node to group

Description

The collocation function is designed to optimize the performance and time needed to perform restore or retrieve operation of client’s data.  It gives administrators a facility to store all of the files belonging to either a group of clients, single client, or even a specific client’s filespace on a minimal number of sequential access volumes (usually tapes). 

TSM’s default behavior is to collocate by group.  One reason to collocate by group is that individual client nodes often do not have sufficient data to fill high-capacity tape volumes.  Collocating data by groups of nodes can reduce unused tape capacity by putting more collocated data on individual tapes.  In addition, because all data belonging to all nodes in the same collocation group are migrated by the same process, collocation by group can reduce the number of times a volume containing data to be migrated needs to be mounted.  Collocation by group can also minimize database scanning and reduce tape passes during data transfer from one sequential-access storage pool to another.

There are some special considerations for using collocation on copy storage pools.  Collocation typically results in a partially filled sequential volume for each client.  While partially filled volumes may be acceptable for primary storage pools (because they remain in the library and will be used again during the next migration process), this may be unacceptable for copy storage pools.  Because storage pool backups are usually intended to be taken offsite immediately, you will have more partially-filled volumes to go offsite.  You will have to decide whether the overhead of taking more partially filled volumes offsite and increasing the reclamation activity is worth the benefit of recovering your most important clients faster in the event of a disaster.

Current Environment

· Collocation is enabled with three(3) onsite pools and one(1) offsite pool
· The pools are collocated by node
· Other pools disable collocation

Monitoring

· The biggest challenge is to decrease mount times during disaster recovery of all servers
· The utilization of collocated onsite pools are in good shape
· The collocated offsite pool (TAPE2COPY) is having utilization problem, a significant amount tapes are less than 20% utilized.

Recommendation

· To balance recovery performance and tape usage, use the collocation “group” option.   Creating collocation groups with large amount of servers will help tape usage.
· Enable collocation because recovery performance will be increased, helping reach the recovery time objective.
· More frequent reclamation of offsite tape pools is recommended to consolidate tapes.
· If active-data pool is implemented after upgrading the TSM server, collocation of offsite pools may need to be reconsidered.



Action 4:  Setup multiple offsite copy pools

Current Environment

· There are only three(3) offsite pools, collocation is enabled on one of them.
· Archive and backups are mixed inside the offsite tapes.
· Mail archives are copied to separated offsite pool, the OS files of mail servers are included.

Monitoring

· The utilization of the MAILCOPY pool is fine.
· Other offsite pools are are underutilized and use a large amount of tapes.

Recommendation

· Separate offsite tape pools by application and archive/backup functionality



Action 5:  NDMP backup for NetApp filer pools

Description

For NAS devices, TSM Extended Edition uses Network Data Management Protocol (NDMP) to perform high-performance, scalable backups and restores.  NDMP-based backups and restores minimize network traffic and transfer data workload off the TSM client and server.

[image: ]
Figure 3.  Conceptual view of NDMP flow.



Current Environment

· Big file servers are using NetApp.
· Daily incremental backups are performed on Windows server.
· NDMP is used for backup of filer root volume.

Monitoring

· It is a big challenge to meet backup window.
· Performance is impacted on Windows file servers because the scanning of changed files takes server resources.
· File server recovery takes a very long time and requires many tape mounts because of the millions of backup objects.

Recommendation

· NDMP backup/restore feature and license are included in TSM Extended Edition
· NDMP for NetApp Filer backup will offload some workload from the file servers



[bookmark: _Toc309629681][bookmark: _Toc310321192][bookmark: _Toc311458667]Near-Term Recommendations

Recommendation 1:  Create active-data pools and setup DRM with them

Description

The most recent backed-up version of the file is always the ACTIVE version, as long as the file itself still exists on the original client. Tivoli Storage Manager will keep storing a new ACTIVE version and inactivating the previous active version, up to the limit of the total number of versions defined to be retained in the management class.

An active data pool contains only active versions of client backup data.   Active data pools are useful for fast client restores, or reducing bandwidth when copying or restoring files that are vaulted electronically in a remote location.  Note that archive data are not permitted in active-data pools.

Advantages

· For most servers, the OS files and binary files are not changed regularly. Setting up active data pools and collocation will provide faster restores with fewer tape mounts.
· Setting up collocation and using reclamation properly will group backups better in active data pool
· TSM DRM can manage active data pool offsite tapes.

Disadvantages

· More tapes are required because the data in the pool will be a duplicate of existing backups in regular storage pools including offsite tape pools
· More workload on TSM server to copy active version backups to active data pool.

Recommendation

· Separate the regular file backups and application backups (database and mail) into different nodes, so active data pool can be created for Windows and Unix servers regular files backups.
· Enable collocation by group for active data pool.
· To save workload of TSM server copy active data process can be considered as weekly procedure.
· Include active data pool with TSM DRM procedure.




Recommendation 2:  Implement latest TSM client/VMware vStorage API for full backups of virtual machines  

Description

VMware guest operating systems may be backed up with a combination of file-level or full VMware backups. The method selected depends on the version of TSM client software and the VMware environment.

If the VMware client is using TSM versions 6.2.2 or later, the vStorage APIs can be used to run a full backup. The vStorage APIs provide the following features:

· The vStorage API does not use as much storage on the proxy backup server.
· Individual files can be restored using Data Protection for VMware.
· Incremental backups can be run after running an initial full backup, if using Data Protection for VMware.
· Backups can be restored without using the VMware Converter tool, if a backup was created using the vStorage APIs.

Advantages

· In the US Steel environment there are more than 100 clients that are virtual servers on VmWare ESX server.  These servers are backing up like individual Windows servers. Most of servers have small amount of backup data, yet have many backup objects to process.
· For disaster recovery, the Windows OS must be rebuilt in VMware before restoring files from TSM. Using full VMware backups can save significant time when rebuilding Windows guests OS, and reduce the number of tape mounts because the full VMware backup will be treated as single image.
· Backing up full VMware will not require additional license.

Considerations

· If incremental backup is required, TSM for Virtual Environment (VE) must be purchased.
· If the restoration of individual files from full VMware backups is required, TSM for Virtual Environment must be purchased

Recommendation

· After the TSM server is upgraded to V6, set up full VMware backups.
· If TSM for VE is not purchased, file-level restore is still available on all current guest Windows servers being backed up incrementally.
· Move guest Windows servers to other storage pools, or using separate collocation groups, to provide better tape management for other clients.




Recommendation 3:  Evaluate creating backup sets on  critical servers

Description

A copy of a client’s most recent backup can be generated from the TSM server onto sequential media. This copies all active file versions of the fileset from server storage onto the media. This copy of the backup, also called a backup set or a portable backup, is self-contained and can be restored independently from TSM using a locally attached device, such as a CD-ROM or LTO tapes.

This technique provides a rapid recovery, which is achieved without needing access to either the TSM server or the network. 

[image: ]

Figure 4.  Conceptual view of backup sets

Advantages

· Backup set can be restored without TSM server as long as the client has access to the sequential media.
· The backup set uses different retention than incremental backups, so it can be retained longer.
· The backup set can be generated using a specific point-in-time. 
· The backup set will only need one mount per tape to restore because all data are on the same tape or tapes.

Disadvantages

· More workload on TSM server is required to generate a backup set.
· For file servers with millions of active backup objects it can take long time to generate a backup set.

Recommendation

· Identify the servers for which a backup set is appropriate, and that have access to local media at the DR site.   Test the creation of backup sets on each server.
· Because of the workload, consider an appropriate interval for backup set creation (weekly or monthly).
· During DR, the servers with a backup set can be restored concurrently with the TSM server recovery.  After the TSM server is recovered, an incremental restore can be started to recover the most recent state.

[bookmark: _Toc309629682][bookmark: _Toc310321193][bookmark: _Toc311458668]Future Considerations

Consideration 1:  Assess the backup policy and storage infrastructure

Archive vs. Data Protection for DB 

· Oracle archive backups are kept for 15 days.
· Some versions of Oracle databases in US Steel environment do not support RMAN which is required for Tivoli Data Protection (TDP) for Oracle.
· TDP for Oracle is a licensed feature and would need to be purchased.
· During recovery, database dump files can be restored first from TSM archives, then be recovered using Oracle tools. 
· TDP for Oracle can implemented with RMAN API and perform hot backup and log backup directly from Oracle.  The DBA can granually control retention of Oracle backups.


File  Archive with Duplicate offsite copy

· Archives are used to keep long term backups for special business or legal requirements.  They are used only for special circumstance; they may not be required for disaster recovery.
· These archives are stored in same storage pools with daily backups and kept for onsite and offsite copies.
· There are terabytes of such archives in the current USS TSM environment.
· Configure these archives to use separate storage pools in TSM.
· Determine if these archives need to be kept two copies.

Image backup

· TSM enables a file system or raw logical volume to be backed up as a single object from your client machine, called an image backup.
· Image backups provide a quicker backup and restore than a file-by-file backup, as there is no overhead involved in creating individual files.
· US Steel has some large file servers, like HDQFSDEPTS, which has 10 TB of backup data and 28 million backup objects, including onsite and offsite data.
· During DR, it is difficult to recover these servers the LTO tape drive slows down when handling small objects.
· Enable image backup weekly or monthly to provide faster restore.

LAN-Free backup

· With the LAN-Free option, clients backup and restore data directly through the SAN, so data movement is offloaded from the LAN.
· LAN-Free can provide better performance when restoring big servers, such as database and mail clients, directly from LTO tape drives.  It will reduce network workload which can be used for regular TSM clients.
· LAN-Free is a licensed feature.




Consideration 2:  Setup Remote Standby TSM server and Enable Node Replication

Remote Standby Server

· A basic DR begins with recovering the TSM database first before recovering the data; the availability of TSM server will depend on tape recall time plus TSM database restore time.
· A standby TSM server will reduce the TSM database recovery significantly.
· IBM provides a licensed DB2 HADR feature to enable a sync copy. 
· Forsythe can provide a LiveWire DR solution to enable TSM database replication.
· To save investment on TSM standby server, AIX dynamic logical partitioning can be used to keep server resources to a minimum during standby.


[image: ]

Figure 5.  Basic TSM Recovery.





Figure 6.  Remote standby TSM server.


· IBM provides functionality for an enhanced strategy that replicates deduplicated copies between primary site and DR site to reduce network traffic.  A sample view is as follows:

[image: ]

Figure 7.  An enhanced DR strategy, with a remote standy server and deduplication.



Node Replication

Starting with TSM server version 6.3, TSM has a new feature, node replication, included in Extended Edition. Node replication is the process of incrementally copying or replicating client node data from a source TSM server to a target TSM server for the purpose of disaster recovery.  Node replication avoids the logistics and security exposure of physically moving tape media to a remote location. 

If a disaster occurs and the source replication server is unavailable, backup-archive clients of Tivoli Storage Manager can recover their data from the target replication server.  If you cannot recover the source replication server, you can convert client nodes to nonreplicating nodes for restore operations on the target replication server.

Deduplication can be used for node replication.
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[bookmark: _Toc310321195][bookmark: _Toc311458670]Comparison of Backup Vendors Feature Points

	Options & Features
	IBM TSM
	CommVault Simpana
	Symantec Netbackup

	Version 
	TSM 6.x 
	Simpana 9.x
	Netbackup 7.x

	Gartner  - Magic Quadrant for Enterprise Disk-Based
Backup/Recovery
	Leader – Middle
	Leader – Top in the Quadrant
	Leader-Bottom

	Master Server OS
	Unix , Linux and Windows
	Only  Windows due to MS-SQL based catalog 
	Unix , Linux and Windows

	Media Server OS
	Unix , Linux and Windows
	Unix , Linux and Windows
	Unix , Linux and Windows

	Client and Agent support
	All major OS and applications
	All major OS and applications
	All major OS and applications

	Installed Component 
	1. TIVOLI Storage Manager  with DB2
2. Integrated Solution Console
3. Tivoli Reporting
	1. Simpana  with MSSQL 
2. HTML/PDF/Text based Reporting is included in base product and  separate  CommNet Reporting is available for detail   trending 
	1. Netbackup with Sybase
2. Reporting is inadequate in the base product offering little value information.
3. Separate Nebackup OppCenter  Reporting is available

	Remote Install , Upgrade and  Push 
	Remote Install is available but complex to implement  
	Download  ,  Push updates or upgrade from same Comcell Console possible and widely used
	LiveUpdate- Available feature but not popular


	
Number of Servers required for larger environment 
	Multiple TSM Servers; it creates considerable complexity when developing DR plans.

	Single CommVault Master Server can  manage up to 
5000 nodes
	Single NetBackup Server. can Manage  up to 5000 nodes

	De-Duplication
	1. [bookmark: OLE_LINK1][bookmark: OLE_LINK2]New to Market as compared to other backup vendors
2. No extra component needed
3. TSM Extended Edition License Required
4. Supports plain disk 
5. Block Level De-Dupe
6. Above information  is for TSM De-duplication( Not  for Deligent or ProtecTIER)
7. Source and target side
8. Global Dedupe
9. Not scalable
	1. Mature
2. No extra component needed
3. De-Duple license needed or included in capacity based license  
4. Supports  plain disk 
5. Block Level De-dupe
6. Source and target side
7. Global Dedupe
8. Scalable 
9. Single Media Agnet can handle up to 92TB deduped disk storage
	1. Mature
2. No extra component needed
3. De-Duple license needed or included in capacity based license  
4. Supports  plain disk or OST supported disk
5. Block Level De-dupe
6. Source and target side
7. Global Dedupe
8. NBU Native Dedupe has 32TB limitation per Media Server. Needs PureDisk for 192TB disk usage
9. Scalable only with dedicated PureDisk  server

	Catalog/Database
	1. Single Catalog
2. Average catalog size is 300 GB  , grows to 1TB

	1. SQL  Catalog + Index Catalog
2. Average SQL catalog(dump) is 4GB 
3. Average Index catalog is 1% to 2% of total data
	1. Sybase ( EMM) Catalog + Images Catalog
2. Average Image catalog is 75GB


	VTL Support
	Yes
	Yes
	Yes

	Administration & Management
	1. Complex because of Admin center and & Command line
2. Daily Administration : 2 to 4 hours minimum 
3. No Separate Audit Trail Reports. Activity Log  available
	1. Easy; because of SINGLE GUI.
2. Command line available but NOT required.
3. Daily Administration :1 to 2 Hours
4. In built  alerts and email reporting for management and  troubleshooting
5. Integrated Audit Trail
	1. Medium to hard. GUI & Command line both required ( commands like available_media,bpepdate etc)
2. Daily Administration :1 to 3 hours
3. Separate Reporting console
4. No Alerting
5. Newly introduced limited Audit Trail

	Login & Security
	1. Two separate user management
2. Admin Center User Management and TSM Server user management

	1. Simpana login security
2. LDAP Active Directory integration is available at no additional cost
	1. Add-on Netbackup  Option ( Not popular)
2. License required
3. No  Active directory integration

	Vaulting 
	1. DRM module 
2. Complex management  

	1. Aux-Copy / Vault tracker 
2. Easy Management
	1. Netbackup Vault / Life Cycle Policies
2. Easy to Medium


	Disaster Recovery  of Backup Server
	1. Average time 4 to 8 hours
2. Complex DR Script with series of commands
	1. Average Time 1 to 2 hours
2. Complete GUI based DR recovery
3. In the event of disaster, only SQL catalog needs to be restored. Index catalog gets restored by itself as needed while recovering client data target storage ( disk or vtl or tapes)
4. Fastest  DR

	1. Average time 2 to 4 hours
2. Complete GUI based DR recovery
3. NBU Catalog recovery is faster than TSM but slower than CommVault


	Knowledge Base
	Better
	Better
	Best

	Special Futures/Limitations
	1. Forever Incremental approach
2. TSM has recently launched FastBack based with VMware integration 
3. Cannot recover windows server to UNIX Server  or  vice versa
4. TSM incremental forever approach  scatters data on multiple VTL or physical Tapes (Fragmented Data)
5. Capacity based licensing available 

	1. Traditional Full , Incremental , differential,  Synthetic Full, DashFull(Virtual Full) 
2. Robust integration with VMware. Single VM Image backup allows recovery of full VM as well as individual files. No additional storage required
Best solution :  Fast Backup using SnapProtect for large VMware
3. Can recover windows to UNIX or vice versa
4. Incremental, Full and Synthetic Full approach minimizes fragmentation of data and improves recovery time.
5. Dash full (Virtual Full) improves backup window up to 90%
6. True load balancing of Media Agents for backup and recovery including true sharing of storage( Disk and Tape)
6. Capacity based licensing available 
7. CommVault console can download and push client software and update 


	1. Traditional Full , Incremental , differential, Synthetic full , Optimized Syn-Full
2. Integration with VMware. Single VM Image backup allows recovery of full VM as well as individual files. No additional storage required
Traditional VADP approach even for large VMware Farm
3.  Incremental, Full and Synthetic Full approach minimizes fragmentation of data and improves recovery time.
4. BMR license is included in base product
5. Media Server Deduplicaiton Storage Pool cannot be shared with multiple media servers
6. OST Support
8. Capacity based licensing available
9. Synthetic backup of files only- no synthetic backup of applications; like Active Directory, Exchange or SharePoint
10. Requires TIR which substantially increases catalog size (by 2X or more), slows backups considerably and makes Disaster Recovery more difficult 





[bookmark: _Toc310321196][bookmark: _Toc311458671]Overview 
[bookmark: _Toc310321197][bookmark: _Toc311458672]Pain Points 

· Data spread on many tapes: The TSM “forever incremental” approach is perfect for faster backups (shorten backup window) but painful for DR recovery.  The “forever incremental” approach spreads backup data on multiple tapes. Data from more than 400 clients are spread across 800+ tapes. The worst case scenario to restore a client (total restore or disaster recovery) may need to search all tapes in the storage pool, which means at least 2 to 3 hours for large servers not including actual data reading time.  Two to three hours is a significant waste while at DR.  When recovering several hundred servers that require several hundred tape mounts each, data cannot be recovered within a reasonable SLA. Despite implementing collocation, reclamation or multiple storage pools this problem cannot be addressed efficiently due to lack of traditional (FULL+ Incremental) backup option.

· Complex administration and troubleshooting: To manage day-to-day TSM, the backup administrator requires sound command line knowledge.  TSM troubleshooting also requires familiarity of various logs (dsmerror, dsmsched, actlog, etc). This additional management complexity is a burden to the technical team in resolving simple backup issues. 

· Complex DR Procedure: The TSM DRM plan consists of a complex DR Script with a series of commands. A restore of TSM server requires anywhere from 4 to 8 hours depending on the size of TSM database and complexity of the DRM plan. 


[bookmark: _Toc310321198][bookmark: _Toc311458673]Solution: CommVault

CommVault Simpana is an application-aware, self-managing and complete GUI-based data protection software.  It supports traditional full and incremental backup methods with the option of a synthetic full backup (an improved forever incremental approach).  In 2011, CommVault is positioned in “Leaders” Quadrant above IBM and other vendors in Gartner’s Magic Quadrant for Enterprise Disk-Based Backup/Recovery.
[image: ]

Figure 8.  Gartner Magic Quadrant.

Some features of CommVault:

1. Single GUI:  ONE console to manage backup, restore, archive, reporting, storage management, and replication. That means you have one interface to learn for all your data management needs. No need to learn any commands. 

2. Synthetic Full:  This backup methodology backup is a unique approach to performing full backups and is similar to TSM’s “forever incremental”.  A synthetic full backup is created from the most recent full backup and subsequent incremental backups. Having full backup on single tape allows faster recovery.  The CommVault Synthetic Full reduces the I/O load on the client machine by eliminating full backups after the first full is successfully done.  No need of Collocation & Reclamation. Full backup is always available on minimum number of tapes.  

3. Deduplication:  CommVault supports source side (client) and target side (media agents) deduplication. Deduplication at the client transmits only delta changes to Media Agents.  LAN-based traditional Full and Incremental approach using CommVault Deduple and DASH Full (Virtual Synthetic Full) shorten the backup window.

4. Disaster Recovery:   No need of DRM scripts or commands. Complete process is GUI driven. Main backup server gets recovered in less than 30 minutes.

5. Faster Granular Recovery:  Recover individual documents or application files with a few clicks. Instead of restoring an entire database to recover a single document, CommVault's tight application integration and product intelligence knows exactly where the file is located.

6. NetApp Support:  CommVault tightly integrates with NetApp, supporting Incremental, differential & full backups of NetApp.   It allows restore of NDMP NetApp CIFS/NFS data directly to a Windows/UNIX Server.  TSM only supports incremental & full backups, culminating in a higher storage requirement.

7. Storage Retention:  Allows different retention for onsite & offsite data. Onsite and offsite data can be retained for different durations.  Weekly, monthly, and yearly backups can be retained for different periods.

8. VMware Support:   There is robust integration with VMware. Single VM image backup allows recovery of a full VM as well as individual files. No additional storage required. It also integrates with hardware snapshot technologies for faster backup using CommVault SnapProtect for large VMware environments.

9. JOB Failover:  CommVault’s innovative three tier architecture allows you to fail over jobs between Media Agents as well as between data paths, leading to higher performance data movement and reduced risk of job failure.

10. Resumable Jobs: If there is any interruption during backups (network failures or server reboot etc), CommVault backup jobs goes into pending state. It automatically resumes as soon as the network is established.  This option reduces the risk of job failures.

11. Reports: CommVault’s built-in reporting provides granular detail for various data management activities, including HTML-based canned reports that can be emailed. 

12. Alerts:  Various alerts can be configured for success or failures of backups & storage.

13. Automatic downloads and updates: CommVault console allows for automatic downloading of CommVault service packs and patches.   New clients can be installed and existing clients can be upgraded remotely. 
[bookmark: _Toc310321199]


[bookmark: _Toc311458674]Sample CommVault Solution Design 

This is a sample design.





Figure 9.  Sample CommVault architecture.


[bookmark: _Toc310321200][bookmark: _Toc311458675]Sample Solution Overview

· CommServe :   The master backup server that manages catalog, schedules and policies.
· Media Agents:  A media agent is a data mover; it moves data to backup disk or tape. 
· File and data backups are sent to media agents over the network
· The client deduplicates data before transmitting on network to shorten the backup window.
· All backup go to disks.  The primary copy of backup is kept on disk for faster local recovery at production site.
· Backup disks can be presented to media agents as NAS with network connectivity or as SAN LUNs with FC connectivity.
· Secondary copies of backup are sent to tape; this process is called Aux-Copy.
· Tape are sent offsite for disaster recovery.
· The GridStor option load-balances backups across multiple media agents.
· Backups can be replicated across the WAN to remote sites using CommVault DASH Copy.
Total Backup/Archive  (TB) of Top 10 clients
ROCKFISH (23.81TB)	HUMMER (10.71TB)	PROD35 (10.33TB)	HDQMAIL2 (10.08TB)	HDQFSV05 (10.04TB)	HDQFSDEPTS (9.94TB)	HDQMAIL1 (9.64TB)	HDQMAILHUB2 (6.76TB)	USSARCH01 (6.49TB)	MVWMAIL1 (6.35TB)	Other 421 TSM clients (140.08TB)	23.811171874999999	10.70744140625	10.329746093750057	10.084345703125001	10.04083984375	9.9433300781250047	9.6276660156250067	6.7563574218750002	6.4872460937500396	6.3509765624999597	140.07583984375003	
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SOLUTION NOTES
1) 


Media Agent
<Hostname>
 Win2K3, 2 CPU
1 – MediaAgent (MA-W-S)
1 – Disk Connector (MM-DSK-LMS) Included
1 – Tape Connector (MM-TAPE-LMS) Included
1 – Tape Drive Connector (MM-DMS) Included
1 – Single Instance Storage (MM-DSK-SIS)
1 – VTL Connector (MM-VTL-LMS)
1 – VaultTracker MA (AFP-VLTDR)
1 – Optical Connector (MM-OPT-LMS)
1 – Compliance Connector (MM-COMP-1)
1 – WORM Connector (MM-TAOP-WORM)
1 – Centera Connector (MM-CENTERA-1)
1 – HCAP Connector (MM-HCAP-1)
1 – Linux MediaAgent (MA-LIN-S)
1 – AIX MediaAgent (MA-AIX-S)
1 – HP MediaAgent (MA-HP-S)
1 – Netware MediaAgent (MA-NOV-S)
1 – Netware Cluster MediaAgent (MA-NOVCL-SAN-S)
1 – Solaris MediaAgent (MA-S-S)
1 – Tru64 MediaAgent (MA-TRU-S)


LAN


SAN


y


Microsoft SQL
<Hostname>
 Win2K3, 2 CPU
1 – WinFS+DC (DA-W-WSDC-1)
1 – WinFS (DA-W-WS-1)
1 – MS SQL (DA-W-SQL-2)
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